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Abstract

Semanticle system®nableusess to seach for les basedon attributesrather than just pre-assignechames.This paperdevel-
opsand evaluatesseveral new appmoacesto automaticallygenemting le attributesbasedon context, complementingxisting
approadesbasedon contentanalysis. Contet captuesbroadersystemnstatethat can be usedto provide new attributesfor les,
andto propagateattributesamongrelated les; contet is alsohowhumansoftenremembepreviousitems[ 2], and soshould t
the primary role of semanticle systemsvell. Basedon our studyof ten system®ver four months the addition of contet-based
medtanismson avetage, reduceghe numberof les with zeo attributesby 73%. Thisincreaseghe total numberof classi able

les by over 25%in mostcasesasis shownin Figure 1. Also,onaverge, 71%of the content-analyzabldes alsogain additional
valuableattributes.
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1 Intr oduction

As storagecapacitycontinuego increasethenumberof les belongingto anindividual userhasincreased
accordingly Already, storagecapacityhasreachedhe pointwherethereis little reasorfor a userto delete
old content—infact, the time requiredto do so would be wasted. A recent lesystem study[10] found
thatboththenumberof les and le lifetime haveincreasedigni cantly over studiesconductedluringthe
previous 20 years. The challengehasshiftedfrom decidingwhatto keepto nding particularinformation
whenit is desired.To meetthis challengeusersneedbettertoolsfor personalle organizationandsearch.

Most le systemdodayusea hierarchicaldirectorystructure.Although easyto reasornaboutat small
and mediumscales hierarchiesoften do not scaleto large collectionsandthe ne-grained classi cations
thatresult. In particular asthe hierarcly grows, eachpieceof datais increasinglylikely to have several
differentclassi cations,but canonly have onelocationwithin the hierarcly. To nd the le later, theuser
mustremembethe oneclassi cationthatwasoriginally chosen.

To helpalleviatethis problem severaldifferentgroupshave proposegemanticle systemg13, 14, 30].
Thesesystemsassignattributes(i.e., keywords)to les, providing the ability to clusterandsearchor les
by their attributes. The key challengéds assigninguseful,meaningfulattributesto les.

Mostsemanticle systemgely upontwo sourcef le attribute assignmentuserinput andcontent
analysis. Althoughusersoftenhave agoodunderstandingf the les they createjt canbetime-consuming
andunpleasanto distill thatinformationinto theright setof keywords. As aresult,mary usersareunder
standablyreluctantto do so. On the otherhand,contentanalysisautomaticallydistills keywordsfrom the

le contentstaking noneof the users time. Unfortunately the compleity of languageparsing,combined
with the large numberof proprietary le formatsandnon-textual datatypes,restrictsthe effectivenessof

contentanalysis. And, moreimportantly it fails to capturean importantway that usersthink abouttheir

data:context.

Contet is de ned by the Merriam-Websterdictionary [27] as “the interrelatedconditionsin which
somethingexists or occurs. Thus,the contect of a le refersto ary information externalto the contents
of the le thatmay be presentwhile the le is beingcreatedor accessedExamplesof this mightinclude
active applicationsptheropen les, the currentphysicallocationof the user etc. Contet is oftentheway
thathumansemembethings,suchasthelocationof a previously stored le; arecentstudyof usersearch
behaior foundexactly thistendeng: usersusuallyusecontext to locatedatal 2].

This papermalkesthe casefor contet-basedattribute assignmentintroducingapproache$rom two
catgyories: applicationassistancanduseraccesgatterns.Application assistanceisesapplicationknowl-
edgeof userworkloadsto provide informationaboutthe users currentstate. For example,a web browvser
canusuallyprovideinformationaboutdowvnloadedles. Useraccespatternsndicateinter- le relationships
thatcanthenbeusedto propa@teattributesamongstronglyrelated les. This paperalsointroducesa nev
content-basedpproachcontentsimilarity, thatpropagtesattributesbetweenles with similar content.

Figurel summarizeshe bene tsof combiningexisting contentanalysiswith thethreenew cateyories
of le attribute assignmenexaminedin this paper The multi-partbar on the left shavs thataddingthese
schemesllows the systemto automaticallyclassifyan additional33% of the users les, taking the total
from 65%to 98%. Thefour single-catgory barson theright shav thatmary of the classi cationschemes
overlap,resultingin moreattributesfor each le. By gatheringmoreattributesfor more les, we believe
thatsemanticle systemswill provide moreusefulandaccurataesultsto users.

Theremainderof this paperis organizedasfollows. Section2 discussesgxisting searchandorganiza-
tional tools. Section3 outlinesthe spaceof automatedttribute assignmentSections4, 5, and6 describe
our threenew attribute generatiortoolsandevaluatetheir merits. Section7 discussefiow existing systems
will needto changagiventhesenew tools. Section8 concludes.
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Figurel: Breakdown of classi cations. This gure shavs the bene ts of combiningcontet- and propagtion-basedttribute
generatiorschemeswith existing contentanalysisschemesWe ran the schemever the four month“donut” tracedescribedn
Sectiond. By combiningschemesit is possibleto classifymore les thanary individual schemeTheoverlapof classi cationsby
differentschemeslsoprovidesmoreattributesto eachof theclassi able les thanary individual scheme.

2 File organizationand search

Whensearchindgor recentlyaccessedes, or within a smallcollection,userscanoften nd whatthey are
lookingfor. However, whensearchindor older les, orwithin alargecollection,usersoftenforgetthename
or locationof particular les, makingthemdif cult to nd. Mostpeoplehave storiesof wasting10 minutes
or moresearchinghroughtheir les to nd aspeci c, importantdocumentasausers le collectiongrows,
this problembecomeswvorse. This sectiondescribesxisting toolsfor le organizationandsearchaswell
asadditionalrelatedwork from outsidetherealmof le systems.

2.1 Directories

By far, themostcommonorganizationabtructurefor les isthedirectoryhierarcly. Thedirectoryhierarcly
relies entirely upon userinput to provide useful classi cationsto les, in the form of a pathname.The
adwantageof userinputis thatary provided classi cation shouldcloselymatchhow the userthinks about
the le, andoftencombineshothcontentandcontet attributes. Unfortunately theseattributesbecomefar
lesseffective asthe numberof les grows.

Therearefour factorsthat limit the scalability of traditionaldirectoryhierarchies.First, les within
the hierarcly only have a single catgyorization. As the catggoriesgrow ner, choosinga single cateyory
for each le becomesnoreandmoredif cult. Althoughlinks (giving multiple namesto a le) provide a



mechanisnto mitigate this problem,thereexists no corvenientway to locateand updatea le' s links to
re ect re-catgorization(sincethey areunidirectional). Secondmuchinformationdescribinga le is lost
withoutawell-de ned anddetailednamingschemeFor example thenameof afamily picturewould likely
not containthe namesof every family member Third, unlessrelated les areplacedwithin acommonsub-
tree,their relationshipis lost. Fourth, becausehe entire pathnameof the le is requiredto retrieve it, the
usermustremembethe exactcateyorizationfor adesiredle.

Usersarenow facedwith a dilemma: eitherorganize les into detailedcategyoriesandremembethe
exactsetandorderof attributesfor each le, or do not organizebut facethe dif culty of locatinga single
le within aseaof lenames.Clearly usersrequirebetterorganizationandsearchmechanisms.

2.2 Indexing and search tools

Today mary usersrely uponindexing andsearchtoolsto help nd les lostin their directoryhierarcly.
Toolssuchas nd/grepandGlimpse 24] usetext analysisand le pathnameto provide searchablattributes
for les. OtherssuchasMicrosoftWindows' searchutility, use lters to gatherattributesfrom well-known
le formats(e.g.,Word documents)RecentsystemssuchasGrokker [18] andFractal:PJ12], layernew
visualizationsover existing indexing technologiesn anattemptto helpuserdocateandorganize les.

The advantageof thesetoolsis thatthey requireno additionaluseractionto provide bene t. Instead,
they useexistingdirectoryinformationandcombineit with automatedontentanalysis.Unfortunatelythese
toolswork bestfor les with well-understoodlataformatsthatcanbereducedo text, leaving alargeclass
of les with only theoriginal hierarchicaklassi cation.

2.3 Semantic le systems

To go beyond the limited hierarchicalnamespacef directories,several groupshave developedsystems
that extendthe namespacwith attribute-basedndexing. BeFS[13] providesan additionalorganizational
structurefor indexing les by attribute. The systemtakesa setof hkeyword, le i pairingsandcreatesan
index allowing fastlookup of a keyword to returnthe associatede. This structureis usefulfor les that
have asetof well-known attributeson whichto index (e.g.,isenderemailmessage.

The SemanticFile System[14] providesa searchablenappingof generichcateyory, value pairings
to les. Theseattributesareassigneckitherby userinput or by an externalindexing tool. Theseindexing
tools, referredto astransducerdyraditionally performcontentanalysis put could provide ary attribute that
can be extractedautomatically(suchas context information). Onceattributesare assignedthe usercan
createvirtual directorieghatcontainlinks to all les with aparticularattribute. Thesearchcanbenarraved
by creatingfurthervirtual sub-directories.

Severalgroupshave exploredotherwaysof meiging hierarchicalndattribute-baseshamingschemes.
SechresandMcClennen30] detaila setof rulesfor constructingvariousmergingsof hierarchicaland at
namespacessingVenndiagrams.Gopal[16] de nes ve goalsfor memging hierarchicahamespaceswith
attribute-basethamingandevaluatesa systemhatmeetsthosegoals.

By assigningmultiple attributesto a single le, theinformationavailableto searchtoolsis increased
dramatically Unfortunately althoughthesesystemgyenerallymake no limitationson the methodgor gath-
eringattributes previousexampleof suchsystemsiseonly contentanalysigdo provide additionalattributes,
makingthemno moreeffective thanexisting searchools.

2.4 Additional relatedwork

This sectiondiscussesadditionalwork from outside le systemgesearctthatis relatedto gatheringand
usingcontet for le organizationandsearch.



Web search engines Over the last 10 years,a large numberof web searchengineshave comeinto
existence 1, 15, 23, 34]. Earlywebsearch-enginesuchasLycos[25], relieduponuserinput (usersubmit-
tedwebpagesyandcontentanalysig(word counts,word proximity, etc.). Althoughvaluable the succes®f
thesesystemdasbeeneclipsedby the successf Google[6].

To provide bettersearchresults,Googleutilized the text associateavith alink to decideon attributes
for the linked site. This text providesthe contet of both the creatorof the linking site andthe userwho
clicks onthelink at thatsite. The moretimesthata particularword links to a site, the higherthatword is
rankedfor thatsite.

Recently Googleannouncedheir intentto develop a local le search;however, their approachfor
rankingweb pagesdoesnot translatedirectly into therealmof le systems.Thelinks betweerpageghat
areinherentin the web do not exist betweenles. As such,it is likely thattheir initial tools will instead
leveragetheir extensive knowledgeof text analysisandindexing.

Impr oved interfaces The Haystackproject[28] aimsto improve the organizationof userdataby
providing improved interfacesthat manipulatedatausingopen,well-annotatedle formats. By easingthe
methodsfor usersto input informationinto the system,Haystackcan gathermore useful attributesthan
mostexisting systems.Combininga userinterfacesuchasHaystackwith automatednethodsof attribute
assignmenandpropagtion could provide the userwith an even greaterability to locateinformationthan
eithersystemalone.

Mobile cachehoarding: As distributedanddecentralizegdystemsave becomanoreprevalent,mary
groupshave examinedthe ideaof automaticallyhoardingnetworked les locally on mobile nodeg[ 19, 20,
33]. The Aura project hasexaminedschemedor allowing usersto specify hoarded les by specifying
taskg[31], asetof applicationsand les thatmake up a particularcontet. Assumingthatusersarewilling
to provide thisinformation,it couldalsoprovide context hintsto theindexing system.

Network ed attrib utes Researchensave exploredthe problemof providing anattribute-baseshames-
paceacrossa network of computersHarvest[5] andthe Scatter/Gathesystem[8] provide away to gather
andmemge attributesfrom a numberof differentsites. The SemantidMeb[4] proposes framework for an-
notatingweb documentsvith XML tags,providing applicationswith self-describingattribute information
for eachle, andits dataformatis the basisfor muchof the Haystackwork describedabore.

3 Sourcesof attrib utes

We believe thatthereis a broadarrayof automateattribute assignmenapproachethatcanbeexploitedfor
semanticle systemsWe separatéheminto two groups—direcaindindirect—basean how the attributes
areassigned.Direct assignmenapproachegrovide attributesto les at creationor accesgime. Indirect
assignmenapproachepropagteattributesfrom a le to othercloselyrelated les. This sectiondescribes
content-andcontet-basedapproachethatfall into thesetwo groups.

3.1 Directattrib ute assignment

Although signi cant potentialexists for a variety of attribute generationschemesegxisting systemshave
only usedthreeparticulardirectassignmenschemesuserinput, contentanalysisand le systemattributes.
This sectionoutlinestheseexisting schemesaswell asthreenew schemeshatusecontext information.

3.1.1 Existing schemes

Userinput: Themostcommonform of attribute assignmenis userinput. Althoughusersareoftenunwill-
ing to provide detailedattributesfor eachle, thehighaccurag of theseattributesmakesthemanimportant



partof attribute assignmentAttributesfrom userinputincludethe lename, the pathnameary additional
hardandsoftlinks, andary keywords(in systemghataccepthem).

Content analysis Contentanalysisusesan understandingf a le' s formatto extract keywordsto
useasattributesfor the le. The mostcommonform of this is text analysis,usedby mostof the systems
describedn Section2. SomesystemssuchasMicrosoft Window's searchutility, usetheir knowledgeof
certain le formats(e.g.,Wordor PoverPoint)to reducele contentdnto raw text, allowing text analysisof
the contents Researchersontinueto work on contentanalysisof music,imagesandvideo les [7, 9], but
this remainsa complex problemthatis far from solved.

File systemattrib utes Most lesystemsstorea smallsetof context attributeswithin eachle' smeta-
data,suchastheownerof the le andthecreationtime. Thisinformationis oneway thata usermaysearch
for a le, andis oftenusedto enrichthe setof searchablattributesin existing searchools. Going further,
the Lifestreamssystemusesthis context informationasa rst-class entity, providing a stream-lile view of
all documentdasedn accesdime[11]. Theutility of thesefew contet attributessuggestshatadditional
contect informationcould be quite helpful to theuser

3.1.2 Context-basedschemes

Application assistance Althoughpersonatomputersanprovide avastarrayof functionality mostpeople
usetheir computerfor a small setof routinetasks. Most of thesetasksare performedby a small set of
applications,thatin turn accessand createmost of the users les. Theseapplicationscould explicitly
provide attributesfor these les basedon their knowledgeof the users context. For example,if a user
executesa web searchfor “chessopenings’andthendownloadsa le, the browsercannotethatthis le
probablyrelatesto “chessopenings. It could alsoextract keywordsfrom the web addressthe hyperlink
text, otherinformationon the linking page ,andotherpagesaccessedecently The evaluationin Section5
exploresthe speci ¢ caseof context-basedattributesthatcanbe provided by webbrowsers.

User feedback Marny searchoolsgatherinformationabouttheir resultsfrom eitherdirector inferred
userfeedback.Similarly, an attribute-basedearchool canobtaininformationfrom userqueries.If auser
initially queriesthe systemfor “semantic le system”andchoosesa le thatonly containsthe attribute
“semantic, thenthe additionalterms” le” and“system”couldbeappliedto that le. Also, if the possible
matchesrepresentedh the orderthatthe systembelievesthemto bemostrelevant, having theuserchoose
les furtherinto the list may be an indicator of succesr failure. Also, asis donein someweb search
enginesasystemcouldelicit feedbackrom the useraftera queryhascompletedallowing themto indicate
thesucces®f thequeryusinga pre-de nedscale.

Although this particularform of contet is effective for web searchenginesi,it is unlikely to be as
effective for user le systemdfor two reasons.First, user le collectionsarerarely sharedamongusers,
reducingthe amountof feedbackprovided for eachcollection. Second becausaiserscangenerally nd
recentlyaccessedes, they generallyonly searchfor old les, making le searchesar lessfrequentthan
websearches.

External context Therealsoexistsasigni cant amountof contet thattheusermayhave from events
occurringoutsideof the system. For example, the physical location of the user(e.qg., at the local coffee
shop,in ascheduledneeting) theweatheysigni cant news events,recentphonecalls,etc.,mayall beclues
thattheuserwould like to useto nd aparticular le. Althoughthisinformationis notdirectly availableto
the system,it may be possibleto gathersomeof this informationfrom externalsourcessuchascalendar
programs,web searcheswirelessnetwork roamingservices,phonerecords,etc. We view suchexternal
context sourcesasaninterestingareafor future exploration.



3.2 Indir ectattrib ute assignment

Until now, the areaof indirectattribute assignmenhasbeenleft entirely unexplored. This sectionoutlines
two schemedor propagting attributesamong les foundto berelated:onethatusescontext andonethat
usescontent.Sectionsd and6 explorethesein moredetail.

Useraccesgatterns. As usersaccessheir les, the patternof theiraccessesecordsa setof temporal
relationshipbetweenles. Theserelationshipdave previously beenusedto guideavarietyof performance
enhancement&.g.,prefetching,cachehoarding[21, 26, 32]). Anotherpossibleuseof this informationis
to help propagteinformationbetweerncontectually related les. For example,accessingSemanticFS.ps”
and“Gopal98.ps”followed by updating“related-work.tex” may indicatea relationshipbetweerthe three
les. Subsequentlyaccessindrelated-work.tex” and creating“osdi-submit.ps”"may indicatea transitive
relationship.

Content similarity : Evenwithin asingleusers le spacetheremaybe multiple copiesor versionsof
asingle le. For example,beingunableto nd a particular le, ausermayre-dovnloadthe le from the
webto a new location. Eachtime the userre-dovnloadsthe le, heis likely to provide a differentcontext,
andthusa differentsetof attributes. By relatingthesecopiesof the le, theattributesfrom eachcopy can
be sharedhopefullymakingthe le easietto locatethe next time theusersearche$or it.

4 Propagatingattrib utesusing accesgatterns

As userswork, their patternof le accessesepresentemporalrelationshipsbetweentheir les. These
relationshipgorm apictureof theusers contet, capturingconcurrentlyaccessedes asasinglecontextual
unit. Usingtheseconnectionsthe systemcanshareattributesamongrelated les, allowing classi cationof
previously unclassi able les.

This sectionevaluatesalgorithmsfor context-basedattribute propagtion. Therearethreegoalsof this
evaluation.The rst is to quantifythe potentialof theseschemeso classify les, by measuringheincrease
in classi cationsover directassignmentisingideal contentanalysis.The seconds to measureghe effect of
varyingeachaspecbf thealgorithm. Thethird is to getafeelfor theaccurag of theserelationshipghrough
a by-handexaminationof the generatedelationships.

4.1 Algorithm design

A numberof existing projectshave extracted le interrelationshipsfrom accessatternsto provide le
prefetchingandhoarding[3, 20, 22]. Thesealgorithmscorvertthe le systeminto agraph,with les atthe
nodesandeachrelationshipspeci ed asaweightediink betweemodes.Theweightof alink is thenumber
of timesthatthe relationshipis seenwhere“relationship” is traditionally de ned asan accesdo the two
les in sequence.

To betterexplorethe spaceof options,ourtool generalizegxisting algorithmsinto onealgorithmwith

ve componenparts: a graphstyle, a setof operation Iters, arelationwindow, a streamextractor anda
weightcutoff. A graph-generatioalgorithmis formedby choosinga pointalongeachof these ve axes.

Graph style: The“graphstyle” speci eswhetherrelationshiplinks in the grapharedirectedor undi-
rected.Thedirectionof alink indicateshe o w of attributesduringindirectassignmentandis speci ed by
theoperationlters. Undirectedinks allow attributesto o w in bothdirections.

Operation lIters : Thiscomponenspeci esthesetof le systemoperationonsideredvhengener
ating the relationships.The Iter speci esoperationsasinput, output,or both. Input operationsndicate
the les thatarethe sourceof arelationshipwhile outputoperationsndicatethe les thatarethesink of a
relationship.



make

g++ g++ Id

ccl as ccl as

{test.c} {test.s} {test.s} {test.o} {bar.c} {bar.s} [bar.s} [bar.o} [test.o} {bar.o} {a.out}

v

TIME

Figure2: Accesstree. This graphicillustratesthe parent/childorocesdreeand (alongthe bottom)the associatedes accessed.
In this example,a userrunsmale from the commandine. This processhenspavns a numberof sub-processethatthenaccess
les. Theadwantageof this schemeoverasimplePID-basedchemas thatrelationshipsacrosgelatedprogramsarenow captured.
For example,“test.s”is accessedy both“cc1” and“as” andsotherelationshipbetweerftest.c” and“test.o” is captured.

Thetool providesthreemain lters andalayerablelter thatis usedin concertwith oneof themain I-
ters.Theopen Iter treatsopen callsasbothinputsandoutputs.Theread/write Iter treatsread operations
asinputsandwrite operationssoutputs.Thecomple lter treatsall acces®perationasinputs,including
mmajopen, read, stat , andthesourcele fromadup, link , or rename It treatsall outputoperationsas
outputs,includingwrite , mknodandthedestinationle fromadup, link , or rename Thelayerableuser
Iter discardsall operationghatdonotactona le ownedby theuserperformingtheoperation.

Relationwindow: Therelationwindow tracksthecurrentsetof input les. Whenaninput le is passed
from theoperationlter , it is placedinto thewindow. Whenanoutput le is passedrom theoperationlter,
it becomeselatedto the les in thewindow. Thewindow sizeis de ned aseitheranumberof les (managed
in LRU order)and/ora setperiodof time.

Stream extractors: This componenseparateindependenstreamsf requestdrom the trace. Each
streammaintainsa separateelationwindow, meaningthat operationdrom onestreamwill not affect the
relationshipgyeneratedy anotherstream.

Thetool currently supportsthreestreamextractors. The Simpleextractortreatsthe traceasa single
streamof requests.The UID extractorcreatesa separatestreamof requestdor eachuserID in thetrace.
The Accesslree extractor [22] createsa streamof requestdasedon the le operationgperformedby a
parentprocessandall of its sub-processgasillustratedin Figure2). Therootof anaccesdreeis aprocess
spavned directly by the useror the system,andis currently de ned asary processspavned by a user
interface(suchasX-windows or bash)or init.

Weight cutoff: Oncethe graphis generatedthe link weightsdeterminewhich relationshipgrovide
indirectassignmentA simpleschemesuchasfollowing every relationship,is unreasonableyecausehe
resultis a large numberof falsepositives(i.e., relationshipswith little contextual value). Unfortunately
cuttingthelinks usinga x edweightis alsoproblematic pecausé@mportantrelationshipgo lessfrequently
accessedes arelost. For example,if a le is downloaded printed,andthennever accesse@gin, the



Machine Unique Content-
Name FilesWritten | Classi able
bliss 11963 58%
cloudnine 2147 74%
donut 1618 65%
gar eld 1035 78%
glee 6959 71%
merriment 2424 49%
nirvana 1180 98%
odie 1928 54%
rapture 1498 51%
sylvester 6984 98%

Tablel: File systemtraces. Thistablelists characteristicef eachof theten le systemtraces.

singleweightlinks from that le would likely be cut, makingit impossibleto locatethat le later.

Oursolutionis to only considelinks whoseweightmakesup morethana certainpercentagef a le' s
total outgoingor incomingweight. In this mannerlightly weightedlinks comingfrom orto les with few
total accessestill receie indirectassignmentdyut only the mostheavily weightedliinks areconsideredor
frequentlyaccessedes. This percentagés referredto astheweightcutof.

4.1.1 Summary of graph-generationalgorithms

Usingthese ve componentsye cancaptureghebehaior of variousexisting cachehoardingandprefetching
tools. For example themodelexaminedby Grif oen andAppleton[17] usesadirectedgraphstyle,theopen
Iter, a x edwindow sizeof 2, the simple streamextractor anda 0% cutoff. The modelexaminedby Lei

and Duchamp[22] usesa directedgraphstyle, the open lter, a x edwindow size of 1, the accesdree
extractor anda 0% cutoff.

Thegoalof thiswork is notto capturetheexactnext accesgjivenaparticular le, butrather nd several
relationshipshatmaybeof use.As such,modelshatusevery strictcutof rules,suchaslast-successorrst-
successoandNoah[3], cannotbe capturedy our algorithms althoughmary of theunderlyingtechniques
arethesame.

4.2 Experimental setup

As astartingpointfor evaluation,we assumehatthereexistsa perfectcontentanalysigool thatcanprovide
usefulattributesfor all ASCII text (suchassourcecode html, raw text, etc.),PostscriptandPDF les. Our
tracesandexperimentsareon Linux systems.On MS Windows systemsonewould assumehe tool could
alsoclassify le formatslike Word andPowerpoint.Basedonthis, we partition les into content-classi able
andcontent-unclassi able

4.2.1 Traces

To captureuseraccesatterns,ten researchersan a specializedLinux kernelmoduleon their desktop
machinedor a periodof four months. On startup,the moduledumpsthe stateof all processeandopen
les, andduringoperationit tracksall le systemandprocessnanagementalls madein the system.Each
entryin thetracekeepsenoughinformationto maintainthe stateof the entiresystenmthroughouthelifetime

of thetrace.Table1 shovs a summaryof thetentraces.



4.2.2 Assumptions

Unlessotherwisenoted,all gures show only datafor les ownedby users.Thisis becauseve believe that
the averageuseris only interestedn nding les createdoy himselfor otherusersandhave little interest
in les createdby the system(suchassystemlogs, hardware con guration les, etc.). An examinationof
theresultsfor all les, asopposedo only theuser les, shavedslightly lower increasesn the percentage
of classi able les. Thisis becausehe systemgeneratedles make up mostof these les, andlessoften
have usefulcontext.

Also, exceptin the casesof undirectedinks, only those les that are marked asoutput les by the
operationlter areconsideredvhencalculatingthe numberof classi ableandunclassi able les. At some
point during the lifetime of the system,each le musthave beenusedasan output,andthusif thetraces
wereavailablefor thattime period,they could have potentiallybeenclassi ed. Consideringthese les in
the calculationwithout thisinformationwould be unfairly biasedagainstthesealgorithms.

Oncea graphis generatedattributesarepropagtedalongthelinks to related les. Often,theconnec-
tion betweentwo les in asub-graphis throughother les (i.e.,“foo.c” to “foo.0” to the“foo” executable).
To capturethis, attributesmay be propagitedmorethanonestepfrom a classi able le. By taking extra
stepsi,it is possibleto classifymoreandmoreof the les within a sub-graphuntil the entiresub-graphs
classi ed. Our gures eitherplot the stepstakenalongthe x-axis,or usea speci ed numberof steps.

4.2.3 Metrics

We considerthreemetricswhenevaluatinga graph-generatioalgorithm. First is the numberof content-
unclassi able les thatnow receve attributes. Seconds the numberof content-classi ableles that now
receve additionalattributes. Third is theaccurag of thegeneratedelationships.

To getafeel for theaccuray of the generatedelationshipsye examinedthe “donut” tracein detail.
Although not an exact science this subjectve evaluationprovides critical insightinto the succesf the
differentalgorithms.

4.3 Overall effectiveness

After exploring a large cross-producof differentalgorithmcomponenwvalues,we found a default scheme
that consistentlyperformedwell basedon our threemetrics. The default schemeusesthe UID extractor
directedgraphstyle,read/write+useiter , two minutewindow, anda 1% cutof.

Figure 3 shaws the percentagef content-unclassi ableles that canbe classi ed using the default
schemeandtaking up to two steps(in the le relationshipgraph)from content-classi ableles for eachof
thetentraces.Thebene tis clear: morethan40% of all content-unclassi ableles canbeclassi edin all
casesandmorethan80%in half thecases.

Although the percentageancreasein classi able les is high, in two of the traces(“nirvana” and
“sylvester”)a large percentagef the les werealreadyclassi able usingcontentanalysis.In thesecases,
attribute propagtion still providesbene t, by addingadditionalattributesto les. Figure4 shavs thein-
creasen attributesfor content-classi ableles for eachof thetentracesusingthe default algorithm. With
the exceptionof onetrace(“glee”), morethan70% of content-classi ableles receve extra attributes.

Examiningthe generatedelationshipsshavs mostof themto be valid and useful. Although source
codeis generallywell-structuredcompiledsourcecodewasrelatedto thegenerated.o” andprogramles.
For example,the codefor the traceanalysistools wasrelatedto thetool itself. More importantly the tool
becamerelatedto its generatedutput(suchaslog les), which were usually storedin a lessstructured

1This machinewas usedby one of the authors,allowing a detailedunderstandingf both the les andthe accurag of the
generatedelationships.



Figure3: Newly classi ed les. This gure shavsthepercentagef content-unclassi abldes thatcanbeclassi ed by context-
basedpropagtion for eachof thetentraces.The “rapture” and“glee” tracesobsered the smallestincreasen classi able les,
becauseheir usersregularly dovnloadedpicturesfrom their digital cameragan actionwith no connectiorto content-classi able
les).

fashion. Also, additionalcopiesof the tool createdfor separatesimulationrunswere alsorelatedto the
sourcecodethroughthe original copy of thetool. Otherexamplesof usefulrelationshipave sawv included
instantmessagéogsto les downloadedrom links sentby friends,PDFsof relatedwork to the les making
up apaperbeingedited(andvice versa),andvarious les to old versionsandbackups.

4.4 Exploring the algorithms

To explorethetrade-ofs involvedwith eachof the component®f the graph-generatioalgorithms,we ran
experimentsvarying eachcomponenbf the default scheme.We presenthe resultsof the “donut” trace,
aswe have the bestunderstandingf the accurag of therelationshipgeneratedby this trace,althoughthe
presentedesultsaresimilar for eachof the otherninetraces.

4.4.1 Weight cutoff

Figure5 shavstheeffect of varyingthe cutoff percentagenthe“donut” trace.As expectedjncreasinghe
cutoff percentagelecreasethe numberof classi able les, however, all cutoff's smallerthan2% perform
extremelywell, classifyingover 30% of the content-unclassi abldes.

In additionto cuttingsome les off from classi cationaltogetherincreasinghecutoff percentagalso
makesthe remainingsub-graphsnoresparse As aresult,some les within large sub-graphgrow further
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Figure4: Additional attrib utes. This gure shawvs the percentagef content-classi ableles thatreceie additionalattributes
from attribute propagtionfor eachof thetentraces.The “glee” tracehadthe fewestadditionalclassi cationsbecausét hadthe
smallesamountof tracedata;thatuserperformeda signi cant amountof his work on anuntracedaptopmachinewhile travelling
duringthefour monthsof tracing.

away from the content-classi ableles, andthusit takes more stepsfor the attributesto be propagtedto
them. This canbe seenby the differencein the maximumnumberof stepstaken betweenthe 2% and5%
cases3 and6 respectiely.

Even at a 0% cutoff therearestill someunclassi able les. Theseles arecreatedby programsthat
generatedatawithout using existing les asinput. Examplesof this kind of dataareweblog les, les
transferedrom anothemachine or imagesretrieved from a digital camera Althoughit would be possible
to generataelationshipgor these les usinga largerrelationwindow, theserelationshipsvould likely be
invalid. For example,if auserhasnt usedhis computerfor morethananhour, andthendownloadsimages
from adigital cameraijt is quite unlikely thatthework doneanhouragois relatedto theimages.Usingan
undirectedgraphstyle mayhelpto classifysomeof theseles, however, mostof theseles areeithernever
accessedsuchastheweblogs), or only accessedsa group (examiningthe imagesfrom a trip) andthus
have no outgoinglinks. Themostlikely way to provide attributesto theseles is throughotherassignment
schemessuchasapplicationassistance.

For eachcutoff percentageye examinedthe setof unclassi able les andcomparedt to the unclassi-
able les from the next smallestcutof (i.e., comparingthe 2% cutoff to the 1% cutoff). This allowedus
to seeexactly which relationshipsverecut betweendifferentvaluesof the cutof. In our by-handanalysis,
we foundthatthatusinga cutoff higherthan1% startsto give a large numberof falsenegatives(removing

le connectionghatarevalid). We foundthatmostof the connectiondbetweenles atthis cutoff appeared

11
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Figure5: Trade-off of the cutoff percentage.This gure showvs the percentagef classi ed les usinga variety of cutoff per
centagesThex-axisshavs thenumberof stepsfrom a content-classi ablele, where0 indicatesles thatarecontent-classi able.
This graphwasgeneratedrom thetraceof the“donut” desktopmachine.

valid, but thatverylow cutoff valuesresultedn mary falsepositives. We alsofoundthatinvalid connections
becomewealerasmoredatais gatheredi.e., astracelengthgrows) becauséy their naturethey will occur
lessfrequently

4.4.2 Operation lters

Figure 6 shaws the effect of the differentoperation Iters on the “donut” trace. Although thereare six
possibleoperation Iters, Figure6 only reportsthe resultsfor four of them. This is becauséhe choiceof
Iter hasalargeaffectonthenumberof links createdandthustheamountof memoryrequiredto storeand
analyzethe results. Using the openandcomple Iters alone,eachresultedin closeto 100 million links
betweenles overthefour monthtrace,requiringmorethanthe 3 GB of memoryavailableto processem
Linux. We arecurrentlyexaminingschemeso eitherreducethe memoryrequiredto examinethetracesor
storeportionsof the dataout-of-core.

Thefour schemeshavn in Figure6 all performwell in termsof quantitatve classi cation,increasing
thenumberof classi able les by 25-30% with theread/write Iters performingthebest.A by-handexam-
ination of the classi cationsgeneratedby theread/write Iters alsoshav themto bethe mostaccurateThe
open Iter makesnodistinctionbetweenles openedor writing, and les openedor reading.Becauseles
openedor writing hadfar fewer connectionsmary of the connection®utgoingfrom theseles wereinac-
curate.Thecomple Iter providedvery similarresultsto theread/write Iter , however, les accessedsing
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Figure 6: Trade-off of the lter scheme. This gure shaws the percentagef classi ed les usingeachof the six Itering
schemes. The x-axis shavs the numberof stepsfrom a content-classi ablele, where0 indicatesthat les that are content-
classi able. This graphwasgeneratedrom thetraceof the“donut” desktopmachine.

thestat syscallwereoftenunrelatedo les writtenlaterin thewindow, resultingin invalid connections.

An examinationof the read/writeandread/write+userters shaws thatthey producenearlyidentical
classi cations. In a desktops single-userervironment,it is rarethat a useraccesseanotherusers les
(generallyonly the “system”userduring backgroundasks).Theresultis thattheseinfrequenteventshave
little effecton classi cation.

4.4.3 Graph style

An examinationof the ten tracesfound that therewere no casesof directedlinks from unclassi ableto
classi able les. Theresultis thatchangindinks from directedto undirectechasno affectonthe numberof
classi able les. Usingundirectedinks, it is possibleto passadditionalattributesamongalreadyclassi able
les, althoughin all tentracedessthan25%of theclassi able les recevedextraattributes.

4.4.4 Streamextractor

Figure7 shaws the effect of the differentstreamextractorson the “donut” trace. The accesgreeextractor
classi esfewer les thantheothersbecauseisefulconnectionganalsobeformedamongles from differ-

entapplications.The simpleanduserextractorsperformidentically Thisis because desktops single-user
workloadresultsin no extra relationshipseingformedbetweenles of differing users.Backgroundasks

13



100 . . .

@
O
.
:"%
S
© 50 r _
S 40+ |
o
$ 30 |
o1 UubD —+— |
0y Simple > -
0 . - Access Tree %
0 1 5 3 .

Steps from a content-classifiable file

Figure 7: Trade-off of the chosenstream extractor. This gure shows the percentagef classi ed les using eachof the
three streamextractors. The x-axis shavs the numberof stepsfrom a content-classi ablele, where0 indicates les thatare
content-classi ableThis graphwasgeneratedrom thetraceof the“donut” desktopmachine.

accessingles concurrentlywith the useroccurinfrequentlyenoughthat suchlinks are ignored(due to
weightcutoff).

4.4.5 Relationwindow

Figure 8 shaws the effect of varying window sizeson the “donut” trace. The interestingaspectof this
graphareatthetwo extremesof thewindow sizes.Thelargestwindow sizes(5 and10 minutes)classifythe
fewest les. Thisis becauseheincreasechumberof links areeventuallycut asinvalid by the 1% weight
cutoff. At the smallestwindow size, 10 secondsthe rst stepof classi cation provides fewer attributes
thanthe 1, 2, and3 minutewindows. This is becausd¢he window providesso few connectionssto limit
even potentially valid direct connectiondetweenles. Taking additionalstepscanrenav someof these
connectiondy steppingthroughanintermediaryle, however, acomparisorof theremainingunclassi ed
les for the 10 secondand2 minutewindows shaws thattakingadditionalstepsdoesnot alwayscreatethe
sameclassi cations. Instead becausehe 10 secondwindow doesnot have enoughinformation, it creates
andfollows links betweerlessstronglyconnectedles. As aresult,awindow sizebetweerl and3 minutes
appears$o mostaccuratelycapturethesetof les thatmake up theusers context atthattime.
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5 Application assistancaising web browsing

Becausemost applicationsare designedfor speci ¢ tasks,they are uniquely suitedto provide attributes
describingwhattheir useris currentlydoing. An examinationof the tracesindicatesthatweb-bravsing is

oneof themostfrequentlyperformeduseractiities. As such,it haspotentialto gathera signi cant amount
of usercontext. We examinetwo methodsof gatheringcontext informationfrom aweb browser: gathering
the context of downloaded les from recentuseractvity, andmarkingperiodsof time with the contet of

theuserusingrecentlybrowsedpages.

5.1 Algorithm design

As auserbrowsestheweb, the pageshe visits form treesof actiity, with attributesaddedalongeachlink.
Pagesthatareaccessedirectly (e.g.,bookmarksdirectentry externalprograms)actasroot nodes.Each
pagerequesgeneratedrom a given page(eitherthrougha hyperlink or form) actsasa child to that page.
Thelink betweena parentandits child is marked with the attributesof the request:eitherthe text of the
hyperlink or the submittedform data. The attributesfor a given pageare determinedoy tracingthe links
from the pageto the root andgatheringall of the attributesalongthe path. Downloaded les aretreatedas
leavesin thetree,andassuch,areassignedttributesby following the pathto theroot.

Periodsof browsing actiity are marked using a windowing schemesimilar to the relation window
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describedn Section4. Whena pageis accessedits attributesare placedinto the window. Output les
(asspeci ed by the systems operationlter) accessedvithin this window areassignedll attributesin the
window.

5.2 Experimental setup

To gatherthe informationaboutuserweb actiity, we instrumentedca modulefor the Mozilla web browser
to keepatraceof web actvity. Oneof thetenresearcherghe userof the “donut” system)ranthetracing
tool for two of thefour monthsof le systemtracing.

To make useof moreof theavailabledata,we comparedhe setof downloadedles fromthewebtrace
againstthesetof les createcby Mozilla in the le systentracefor thosetwo months(notincludingthose
les createdn thebrowserspeci ¢ “.mozilla” directory),andfoundanexactmatch.We alsocon rmed that
no les in the web tracewere downloadedwithout the userhaving rst clicked on at leastone hyperlink.
As such,we considerit safeto assumehatary such les createdn ary of the le systemtracescould be
consideredles downloadedby Mozilla, andwould receive additionalattributesfrom applicationassistance.

5.3 Overall effectiveness

To evaluatethe effectivenessof the downloadingschemewe ran the tool over four of theten le system
trace$. To evaluatemarkingperiodsof webactiity, we combinedthe existing webtracewith the matching
two monthsof le systemtracing.

5.3.1 File downloads

Figure 9 providesa summaryof the downloaded les for four of the tracedmachines.It shaws the total
numberof les downloadedover the four month period, aswell as a breakdevn of the le type of the
downloadedles. Thisbreakdavnisbaseddna le' slikelihoodof beingcontent-classi abletext, Postscipt,
andPDF les areconsidereaontent-classi ablewhile “unclassi able” includesall remainingles, mostly
consistingof imagesyideo,music,andcompressedrchves.

Onedisappointingaspecbf this datais thatfew of the les createdy theuserswveredovnloadedrom
theweh However, the les downloadedoff the webareoften someof theleastwell organizedin the users
system. An examinationof the pathname®f downloaded les found that between40% and 95% of the

les downloadedwere placedinto a single directory often eitherthe users homedirectoryor a personal
directorycalled“downloads”or “tmp.” Thisindicateghattheadditionalattributesgeneratedby application
assistanceouldbe quite valuableto the userlaterwhenperformingasearch.

Althoughthese les make up a smallfraction of the createdles, their application-appliedattributes
couldbepropagtedto mary additional les viatheinter- le relationshipgeneratetby useraccespatterns.
Figure10 shavs the percentag®f les classi ed by combiningtheseschemesAlthough combiningthese
extra attributeswith content-basedttributeshaslittle effect on the total numberof classi able les, it can
increasethe numberof usefulattributesper le. This representan addedbene t of applicationassisted
attributes.

Finally, by-handexaminationof theseassignmentshows themto be quite relevant. For example,one

le savedto ausers homedirectorynamed’KA2.mpg” wasgiventhe attributes"Honda carcommercial.
Another le savedto the homedirectorynamed‘gw.zip” appearedo be relatedto both “guild wars” and
“demo’ Althoughunableto remembethecontentf either le initially, whenpresentedvith thekeywords,
theuserwasableto indicatethatthey werequite accuraten bothcases.

2Theusersof theothersix tracedmachineslownloadedho les usingthe Mozilla web-bravser Someusedotherbrowsers and
someperformedno downloading.
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Figure9: web downloads. This gure shavs a countof les downloadedon four differentdesktopmachinesover a period of
four months.The“text” and“ps or pdf”’ barsfor eachmachineshowvs the numberof downloaded les thatcanbe classi ed using
traditionalcontentanalysisschemesThe “unclassi able” barsaretheremaining,unclassi ed les thatweredownloaded.

5.3.2 Webactivity

By marking periodsof web activity with contet attributes,it was possibleto classify 53 les, including
36 previously unclassi able les. Figure 11 shaws the resultof combiningthis schemewith useraccess
patternpropagtion over the two monthsof availabletraces. Similarly to the propagtion of downloaded
le attributes,combiningthis small setof les with indirect attribute assignmenprovides a large set of
classi able les.

Unfortunatelyunlike previousschemesmary of theclassi cationsmadeby this schemeseeminaccu-
rate. This appeardo stemfrom the users behaior of browsingthewebduringprogramcompilations.The
resultis that mary sourceandprogram les becomeassociatedtronglywith a variety of news websites.
Onewayto try andpreventthisis to classifytheusers websitesinto catgjoriesbasedn usagepatternslif a
userfrequentsa particularwebsiteduringa variety of actuities, thenit is probablynottied to any particular
oneof these. However, if a userperformsa directedsearchor visits a websiteonly in correlationwith a
particulartask,thenthey could be stronglyconnected Experimentswith this heuristic(andothers)will be
ausefuldirectionfor futurework.
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Figure10: Attrib ute propagationfrom web downloads. This gure shavs theeffect of combiningthe attributesgeneratedor
downloaded les with useraccesgatternpropagtionfor the four machineshavn in Figure 9. They-axis shaws the percentage
of les classi edandthex-axisshavs the numberof stepstakenfrom adownloaded le.

6 Propagatingattrib utesusing contentsimilarity

To getafeelfor the potentialof relationshipgormedby contentsimilarity, we rananexperimentto nd all
duplicatecopiesof les ownedby the userof the“donut” desktopsystem.To do so, we generatedin md5
checksunj29] of all les ownedby theuserandthenfoundduplicatechecksumshatalsohadidentical le
sizes.Althoughpossiblethelik elihoodof a collision betweerntwo different les is extremelylow.

The experimentiocated2,644setsof identical les, with anaveragesetsizeof 4.54 les. Usingthese
additionalconnectionsit waspossibleto classifyan additional2% of les beyondthoseunclassi ableby
contentapplicationassistancegr useraccespatternsadvancingthetotal classi cationto 97%(from 95%).

The largestsourcesof duplicate les camefrom duplicateor versionedsourcetrees,CVS generated
duplicatesandapparentlye-dovnloadedr handcopied les. Thislastsetof les is of particularinterestas
theseles are“organized’by theuser An exampleof thisis two identical les we foundin theusershome
directory “submit.ps”and“usenix. nal.ps; thatwerecreatedapproximatelytwo hoursapart.Interestingly
whenasled aboutthe les, the userwasableto remembethe context in which the les werecreated put
wasunableto recallthe exacttitle of the paperin question.
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Figure 11: Directattrib ute assignmentbasedon concurrent web browsing. This gure shaws the effect of combiningthe
attributesgeneratedrom concurrentveb browsingwith useraccespatternpropagtionusingthe “donut” trace. They-axisshowvs
thepercentagef les classi ed andthex-axisshavs the numberof stepstakenfrom adownloaded le.

7 Systemarchitecture

This papertakes a critical rst steptowardsthe useof automatedcontext-basedattribute assignmentn
semanticle systemshy developingandevaluatingalgorithmsfor doing so. The next stepis to deploy,
andgain realuserexperiencewith, suchattributesin arealsemanticle system.This sectiondescribeshe
architectureof sucha systemandhow thetoolsdescribedn Sections4, 5, and6 t intoit.

7.1 Extensionsto traditional semantic le systems

Figure12a shavs the basicdesignof mostsemanticle systemgsimpli ed from [14]). The systemtraces
applicationrequestdo watchfor le updatesandpotentiallyto overlayits indexing systemon the existing
le systeminterfaceby extendingthe namespacg¢l4, 16]. Whena le is updatedthe tracernoti es its
transducerwhich readsthe le andupdatests attributesin theindex. Applicationsquerytheindex using
eithera separaténterfaceor anamespacextension.

Figurel2b shanvsadiagramof a prototypesystenfor indexing andsearchingttributeinformationthat
incorporateghe varioustoolsfor automaticattribute assignmentlescribedSections4, 5, and6. As before,
applicationrequestsreroutedthroughthetracer but arenow passedothto thedirectassignmentools(to
notate le updatespndto theindirectassignmentools (to traceuseraccespatternsandnotify the content
similarity tool of updates) Applicationsmay alsoprovide attributesthroughapplicationassistancer user
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Figure 12: Systemdesign. This gure shaws both the traditional designof semanticle systemsandthe designof our new

prototypesystem.The key differencein our prototypesystemis the introductionof the new attribute assignmentools described
in Sections4, 5, and6. Thesetoolsfall into thetwo categoriesof indirectanddirectassignmentandtheir differentpropertiesalso
affectthe designof theindexing database.

feedback.Thesepartsof the systemmapdirectly onto the tools describedn this paper andmalke up the
bulk of the prototypesystem.

The databasemaintainsthree separatandices. The directindex storesdirect attribute assignments,
while the indirect map storesthe inter- le relationships. The main index storesthe combinedattribute
assignmentafterapplyinginter- le relationshipgo thedirectattribute assignments.

Although not discussedn our evaluation, there are both computationaland memoryoverheaddor
runningthesetools, mostsigni cantly for the tools that generaténter- le relationshipsrom useraccess
patterns A single4-monthsimulationtakesapproximatel\2 hoursandrangesetweerusingl and3 GB of
memory However, this is not representatie of how a systemwould usethesetools. More likely, indexing
would be performedeachnight, andrelationshipsvould be storedout-of-corein the databaseRunningthe
tool over a singleday of tracesrequiresonly a few minutes,andtakesvery little memory(dependentpon
the amountof actiity performedduring that day but generallylessthan 100MB). The resultis that the
performanceverhead®f thesetoolsarelik ely to beaslittle or lessthancurrentcontent-basethdexing.

7.2 Challengesand trade-offs

The additionof so mary andvaried attribute generatiorschemesntroduceschallengedo the designof a
completesystem Mostsigni cant aretheincreasen availableattributesfor all les, andtheintroductionof
attribute propagtion schemesThis sectiondiscussesion thesechangesffect the untuilt portionsof the
system:ithesearchinterfaceandthe attribute database.

7.2.1 Searchinterfaces

In mostexisting le searchsystemswhena usersearchegor a particularkeyword, he is presentedvith
a list of all matching les. With a dramaticincreasen the numberof attributesassignedo each le, le
searchtoolswill bepresentedvith a problemsimilar to thatof websearchools: too mary results.To deal
with this problem,web searchtools assignweightsto the keywordsfor eachpage. File searchtools will
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requirea similar solution,allowing the userinterfaceto ordersearchresultsby weight.

Theadditionof weightsintroduceswo secondaryproblems First,theweightsgeneratedy anattribute
assignmentool must be normalizedagainstthe othertools in the system,to prevent a single tool from
overriding the attributesgeneratedy othertools. This normalizationcould be agreeduponin advance
by all tools, or it could be managedy the systemusingthe averageweightingof eachtool. Secondthe
databasenustmaintaina separateveightby tool for eachhattribute, lei pairing,simplifying normalization
in the caseof morethanonetool generatinghe sameattributefor a le.

7.2.2 Managing indir ectattrib utes

The key challengeof indirectattribute assignmenis to avoid re-propagation For example,if anattribute
is passedilongtwo stepsof a sub-grapirom le “A” to le “B” duringtheindexing phasejt mustnotbe
re-propagtedtwo stepsfrom le “B” during a laterindexing phase(andthus4 stepsin total). To avoid
this, the databaseshouldmaintaina separatanappingfor indirect attribute assignment.This canthenbe
re-combinedvith ary directly assignedttributesduringanindexing phase.

This separatandirect map hastwo potentialimplementations:either the map storesthe attributes
propagtedat the time the relationshipis generatedpr the map storesthe relationshipbetweenthe les
andre-gathersthe propagtedattributesduring eachindexing phase. Eachapproachhaspotentialmerit.
By storingthe attributes,the map captureghe contet relationshipbetweenthe les at the exacttime the
relationshipwasformed. By storingthe relationship the mapmay capturenew attributesthatarevalid to
both les with additionaldirectattribute assignmentsComparingthesetwo schemess anareaof ongoing
work.

8 Conclusion

The additionof contect-basedattributescanmake semanticle systemsmore effective, by tackling their

primary shortcoming:the unavailability of quality attributes. Context attributescapturethe stateof users
while they accessingheir les, akey way thatusersrecallandsearchor data[2]. Combiningcontet and
contentattributeswith attribute propagtionincreasedoththe numberof classi able les, andthe number
of attributesassignedo each le. Theresultis a more informed systemthat hasa far betterchanceof

successfulljhelpinguserdocatespeci ¢ les whendesired.

Acknowledgments

We thankAndy Edmonddor his helpwith the designandimplementatiorof the Mozilla tracingtool used
in thiswork.

References

[1] AltaVista,http://www.altavista.com/.

[2] ChristineAlvarado,JaimeTeevan, Mark S. Ackerman,and David Karger. Survivingthe informa-
tion explosion: howpeople nd their electonic information TechnicalreportAIM-2003-006. Mas-
sachusettinstituteof TechnologyApril 2003.

[3] AhmedAmer, Darell Long, Jehan-FrancioBaris,andRandalBurns. File accesgredictionwith ad-
justableaccurag. InternationalPerformanceConfeenceon Computes andCommunicatiofPhoenix,
AZ, April 2002).1EEE, 2002.

21



[4] T. Berners-Lee,). Hendler,andO. Lassila. The SemanticWeh Scienti c American 284(5):34-43,
2001.

[5] C.M. Bowman,P. B. Danzig,U. Manber,andM. F. Schwartz. Scalableinternetresourcediscovery:
researctproblemsandapproachesCommunicationsf the ACM, 37(8):98-1141994.

[6] Segey Brin andLawrencePage. The anatomyof alarge-scaléhypertectual web searctengine.Com-
puterNetworksand ISDN Systems30(1—7):107-1171998.

[7] JoachimM. BuhmannJitendraMalik, andPietroPerona.lmagerecognition:Visualgrouping,recog-
nition, andlearning.Proceeding®f theNational Academyof Sciences96(25):14203—-1420MNational
Academyof SciencesPecembe999.

[8] DouglasR. Cutting,David R. Karger,JanO. PederserandJohnW. Tukey. Scatter/Gathera cluster
basedapproachto browsing large documentcollections. ACM SIGIR International Confeenceon
Reseach and Developmentn InformationRetrieval, pages318—-329.ACM, 1992.

[9] RogerB. Dannenbgg. Listeningto Naima: anautomatedstructuralanalysisof musicfrom recorded
audio. International ComputerMusic Confeence(SanFranciscoCA, 2002),pages28—-34. Interna-
tional ComputemMusic Association2002.

[10] JohnR. DouceurandWilliam J.Bolosky. A large-scalestudyof le-system contents ACM SIGMETF
RICSConfeenceon Measuementand Modelingof ComputerSystemgAtlanta, GA, 1-4May 1999).
PublishedasACM SIGMETRICSPerformanceEvaluationReview, 27(1):59—70.ACM Press;1999.

[11] ScottFertig,Eric FreemanandDavid Gelernter.Lifestreams:analternatve to the desktopmetaphor
ACM SIGCHIConfeence(Vancouer, British Columbia,Canadal3—-18April 1996),pages410-411,
1996.

[12] Fractal:PChttp://www fractaledge.com/.
[13] Dominic Giampaolo.Practical le systendesignwith theBe le systemMorganKaufmann,1998.

[14] David K. Gifford, PierreJouelot, Mark A. Sheldon,andJamesw. O'Toole Jr. Semanticle sys-
tems. ACM Symposiunon Operating SystenPrinciples(Asilomar, Paci ¢ Grove, CA). Publishedas
Opemating SystemReview, 255):16-25,13-160ctoberl991.

[15] Google,http://www.google.com/.

[16] Burra Gopaland Udi Manber. Integrating content-base@ccesanechanismswith hierarchical le
systems. Symposiunon Opefmting System®esignand ImplementationNew Orleans,LA, 22-25
Februaryl999),page265-278.ACM, 1999.

[17] JamesGrif oen and RandyAppleton. The design,implementationand evaluation of a predictive
caching le system TechnicalReportCS—264-96 University of Kentucky, Junel996.

[18] Grokker, http://www.grokker.com/.

[19] James). Kistler and M. SatyanarayananDisconnectedperationin the Coda le system. ACM
Transactionon ComputerSystemsl0(1):3—-25.ACM Pressfebruaryl992.

[20] Geofrey H. Kuenning. Seer: predictive le hoarding for disconnectednobile opemation. Technical
ReportUCLA-CSD-970015University of California,Los AngelesMay 1997.

22



[21] Geofrey H. KuenningandGeraldJ. Popek.Automatechoardingfor mobile computersACM Sympo-
siumon Opeifating SystenPrinciples(Saint-Malo France 5—-80ctober1 997).PublishecasOperating
SystemKeview, 31(5):264-275ACM, 1997.

[22] H. Lei and D. Duchamp. An analyticalapproachto le prefetching. USENIXAnnual Technical
Confeence(Anaheim,CA, Januaryl997). USENIX Association, 1997.

[23] Lycos,http://wwwlycos.com/.

[24] Udi Manberand SunWu. GLIMPSE: a tool to searchthroughentire le systems.Wnter USENIX
Tedhnical Confeence(SanFranciscoCA, Januaryl994),page23-32.USENIX Association,1994.

[25] MichaelL. Mauldin. Retrieval performanceén Ferreta conceptualnformationretrieval system.ACM
SIGIRConfeenceon Reseath and Developmentn InformationRetrieval (Chicago,IL, 1991),pages
347-355.ACM Press;1991.

[26] GokhanMemik, MahmutKandemir,andAlok Choudhary.Exploitinginter- le accesgatternaising
multi-collective I/O. Confeenceon File and Storage Tedhnolagies (Montergy, CA, 28—-30January
2002),page245—-258.USENIX Assaociation2002.

[27] Merriam-WebsterOnLine, http://wwwm-w.com/.

[28] DennisQuan,David Huynh, andDavid R. Karger. Haystack:a platform for authoringenduserse-
manticwebapplications.InternationalSemantidAeb Confeence(Sanibellsland,FL, 20—-230ctober
2003),2003.

[29] RonaldL. Rivest. The MD5 Message-Digesilgorithm. RFC1321.

[30] StuartSechresandMichaelMcClennen.Blendinghierarchicabndattribute-basede naming.Inter-
national Confeenceon Distributed ComputingSystemgYokohama Japan9-12,Junel992),pages
572-580,1992.

[31] JoaoSousaandDavid Garlan.Aura: anarchitecturaframewnork for usermobility in ubiquitouscom-
putingervironments.Pages29-43.

[32] StepherStrange. Analysisof long-termUNIX le accessatternsfor applicationsto automatic le
migration strategies UCB/CSD-92-700.University of CaliforniaBerkeley, ComputerScienceDe-
partmentAugust1992.

[33] CarlTait, Hui Lei, SwarupAcharya,andHenryChang.Intelligent le hoardingfor mobilecomputers.
International Confeenceon Mobile Computingand Networking(Berkeley, CA, 13—-15November
1995),pagesl 19-125.ACM, 1995.

[34] Yahoo!,http://wwwyahoo.com/.

23



	Introduction
	File organization and search
	Directories
	Indexing and search tools
	Semantic file systems
	Additional related work

	Sources of attributes
	Direct attribute assignment
	Existing schemes
	Context-based schemes

	Indirect attribute assignment

	Propagating attributes using access patterns
	Algorithm design
	Summary of graph-generation algorithms

	Experimental setup
	Traces
	Assumptions
	Metrics

	Overall effectiveness
	Exploring the algorithms
	Weight cutoff
	Operation filters
	Graph style
	Stream extractor
	Relation window


	Application assistance using web browsing
	Algorithm design
	Experimental setup
	Overall effectiveness
	File downloads
	Web activity


	Propagating attributes using content similarity
	System architecture
	Extensions to traditional semantic file systems
	Challenges and trade-offs
	Search interfaces
	Managing indirect attributes



