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Abstract

This paper presents the design of a photo display system that eavesdrops on photo storytelling, without
explicit intervention by the users. The captured narratives are transcribed by a speech recognizer and
analyzed to produce keywords for later image retrieval. The photo display sequence and timing information
is captured and used to improve the browsing UI. Results are presented from a set of pilot experiments which
suggest the feasibility of building such a system. Key technical challenges are identified.

1 Introduction

People are starting to accumulate large collections of digitized personal photos, through a combination of
digital photography and digitization of legacy photographs. Currently, a basic thumbnail browser presents
the user with a chronological ordering of the collection with a small amount of hierarchical structure, based
on when the photos were uploaded and/or scanned in. Newer algorithms use time information provided by
the camera to create a true time-based hierarchical structure[17]. It is generally accepted that collections
would be easier to use, and more valuable to the users, if the photos were also organized and/or annotated
in a way that reflected their content.

Existing photo management systems have attempted to provide content-based organization and annotation,
but with limited success. Upload batches can easily be given meaningful names. However, it is cumbersome
to manually label individual photos and group them into coherent folders. Some systems make it easier
for users to add content information, e.g. drag and drop names from a list[38], use speech input rather
than typing [2, 27, 41], capture text associated with photos in email or text documents [24], or create
narrative sequences of photos [2, 23]. Some programs try to infer annotations or organization from photo
properties[5, 12, 13]. Some extrapolate content information from annotated photos to photos with similar
GPS location [29] or similar visual features [23].

The central problem is that none of these approaches provide enough content information to make it easy to
find photos in a large personal collection ! or to remind the user of forgotten facts (e.g. the name of someone
in an old photograph). Annotating and organizing photos, or even sending email to a friend describing the
photos, is an extra task that users rarely do. Photo labels or captions are rare and tend to be terse. GPS
location could suggest a set of likely labels for each photo (e.g. nearby landmarks) but it cannot pin down

I Most existing digitized personal photo collections are still small and contain mostly recent photos, making it artificially
easy to locate items. Future collections will be much larger



what’s really in the picture (e.g. a bicyclist) especially in places where the user takes a lot of photographs
(e.g. the home). Algorithms for understanding the photos themselves are still unreliable. At best, they would
only be able to textualize information already visible in each photo, not provide supplementary information.

However, when people show their photographs to a friend or relative, they will often talk freely and at length
about the contents of the pictures (see e.g. [2, 7, 14, 43]). In addition to giving basic facts (e.g. names and
places) or discussing what’s shown in the photo, they often tell vivid stories about what was going on when
the photograph was taken. If the computer could eavesdrop on such photo storytelling sessions, we could
gather a wealth of data to feed indexing algorithms, as well as capturing evocative audio clips that may be
valued by users.

This paper presents a design for a system to eavesdrop on photo storytelling. It surveys prior work, discusses
key technical challenges, and describes results from some pilot experiments.

2 Scenario

To visualize what an eavesdropping system might look like, suppose that Mary has just come back from a
trip to England and has uploaded her photos onto a home computer. Her friend Nalini brings her family
over for dinner. While the men tend the grill, Mary tells Nalini about the trip, bringing up selected photos
on the kitchen display screen. The screen notices the photo-related activity and records their conversation.

A couple weeks later, Mary talks to her mother on the phone. Using a remote photo sharing interface, they
look through the photos as they talk about the trip. Mary’s 4-year-old son also talks for a bit, giving his
grandmother his own perspective on what was important on the trip (e.g. his first carousel ride). Again, the
interface records the conversation, synchronized with the pictures.

Mary’s mother realizes that Mary’s grandmother would also enjoy hearing the story, but she knows that Mary
rarely calls her grandmother. So she extracts an appropriate audio clip and emails it to Mary’s grandmother.
As the audio plays on her personal computer, photos are automatically displayed at the same positions in
the narrative as when Mary originally told it.

As conversations are recorded, the eavesdropping system transcribes them using a speech understanding
system. Some parts of the conversations are too hard for it to understand. From other parts, however,
it extracts a somewhat buggy transcript containing many useful names, places, and descriptions of events.
It combines this information with any information available from timestamps, GPS location, and Mary’s
textual annotations.

At the time it is captured, the recorded information is somewhat redundant, because the users still clearly
remember what pictures were taken and the stories behind them. It gains value after a lapse of time. Four
years later, Mary no longer remembers the name of the town with the interesting cathedral that her friend
might want to visit on her upcoming trip. Because she mentioned this detail while talking to Nalini, the
system can remind her.

Moreover, Mary may have forgotten exactly where she stored a photo she remembers taking at Stonehenge.
But if she types “Stonehenge” into the user interface, the system returns a handful of photos that were
displayed around the time she mentioned Stonehenge in her stories. The photo she wants may be one of
these photos. Or it may be a slightly earlier or later photo in the same story. Or it may be a photo nearby
in the original chronological sequence.

Mary and her son, now 8, also enjoy listening to clips of stories he told as a small kid. They had both
forgotten how frightening a carousel seemed to him back then. It’s fun for Christopher to compare how he
spoke to what his younger brother sounds like right now. And it makes Mary wonder if it might not be fun



to have a third child.

This system operates almost entirely in the background. The system never asks the user to correct its
transcripts. The audio clips are available, but the user is not encouraged to listen to his own voice and get
nervous about how often he says “you know.” The main visible enhancement from the user’s point of view
is that he can now retrieve photos using content-related keywords.

3 Types of content-producing behavior

Based on previous studies of photo storytelling and audio capture, we can distinguish three basic activities
in which users describe the content of photos:

e Photo annotation for personal use,

e Authoring for asynchronous sharing: composing narrations or other types of supplementary text or
audio to be viewed later by others, and

e Storytelling: informally sharing photos with friends who are present (either physically or on the phone).

Previous studies (e.g. [2, 35, 37]) suggest that people only rarely create photo annotations (audio or typed)
for personal use. This may be partly the fault of the user interfaces (e.g. typing may be difficult). However,
the main problem seems to be that the usefulness of annotations only becomes apparent long after the natural
time for creating the annotations. By the time people realize that annotations would have been useful, it’s
too late to easily capture vivid memories and a daunting pile of unannotated photos has accumulated.

Authoring photo-related materials for asynchronous sharing is relatively well supported by existing text-
based document authoring tools; email and web pages are widely used for distribution. Users apparently
also take pleasure in using audio (in place of typed text) for narration, commentary, or other sorts of photo
enhancement[2, 14]. However, my search on materials posted on the internet suggests that use of audio
is still very limited It may be that users feel self-conscious about hearing their own recorded voices and
speaking when no one is around to listen. Editing may be difficult because speech is a continuous signal
which does not easily support making small corrections. It may simply be that existing tools (e.g. HTML)
have inadequate support for audio.

Whether commentary is textual or spoken, authoring polished photo stories is inherently a time-consuming
activity. Materials must be composed carefully, because the writer is communicating to a person who cannot
interact with them. The final product must look attractive and display well on a different computer setup.
This makes authoring primarily suitable for sharing particularly interesting photos or documenting special
occasions. Moreover, many authored products (e.g. traditional photo albums [43]) are not actually intended
to be free-standing but, rather, depend on a verbal narrative supplied live by the author.

Photo storytelling is the more spontaneous informal activity of holding a conversation about photos, dis-
playing photos in the course of a conversation, or using a verbal narrative to present a set of photos. These
conversations are usually spoken, but can also be held via typed chat interfaces[37]. The photos may be dy-
namically extracted from a shoebox or on-line folder, or they may have been pre-arranged into an album.[43]
Photo storytelling forms part of the ordinary fabric of social interactions, used to strengthen social bonds as
well as convey information [7, 37]. Because people find it easy to talk when prompted by photos, they are
used as a non-threatening way to collect data on child language development[4] and to “break the ice” in
anthropology [9] and therapy[10].

Photo stories are more difficult for computers to analyze than annotations or authored materials. When
people are addressing posterity or a computer, they tend to speak slowly and carefully. When the audience



is a human, they use normal conversational English: faster and with more false starts. The conversation
may occasionally drift away from the photo being viewed. Because the audience can see the same photos as
the speaker, he need not describe what is readily visible. Because photos are often shown to close friends
and family, often people who participated in the events depicted, the storyteller may not explicitly identify
familiar objects and people [7, 10, 14].

The freeform nature of photo storytelling sessions makes them a challenge to capture and analyze. However,
they seem to be the type of user activity most likely to efficiently yield large amounts of information about
the content of photos.

4 System overview

A complete eavesdropping system would consist of one or more photo-sharing user interfaces which also
capture conversations, a media storage system, and a conversation analyzer which analyzes the captured
data to extract useful content. This paper will concentrate on the conversation analyzer and the capture-
related features of the front-end user interfaces. I will not discuss the media storage system, and will simply
assume that it is reliable, allows easy sharing among different household devices, and assigns a unique or
probably unique (e.g. MD5 hash) ID to each photo.

Photo storytelling could occur at any reasonably-friendly photo display device. Photos could be displayed
on large shared screens (e.g. a computer, TV, or wall display) using some version of a thumbnail browser.
They could be shown on e-books or using digitally enhanced paper-based books and prints[1, 15]. Mobile
users might share them on cell phones or tiny handheld computers[3]. Remote sharing interfaces (e.g. [31])
might be used to stay in touch with family and friends. In an ideal future world, all such interfaces might
be instrumented to capture photo-related conversations.

Conversations captured by the display interfaces (audio plus associated photos) are then sent to the conver-
sation analyzer. It must transcribe the conversations, making use of any other available information about
the photos (e.g. GPS location), and then collate information from different conversations involving the same
photos. Given a search keyword, the system can then retrieve matching audio tracks and photographs. It
can supply audio tracks associated with a specific photograph, or vice versa. It can also supply information
about the popularity of specific photos.

We expect the incoming data to be of variable quality. Initially, only some photo-sharing interfaces will be
instrumented for capture. Some conversations will have loud background noise or discuss topics irrelevant
to the photos on display. The start and end of a conversation may sometimes be cut off. Therefore, the
conversation analyzer must be opportunistic: make the most of whatever data happens to be available.
Because people tend to tell the same stories over and over again, garbled information may be repeated more
clearly on some later occasion.

A typical user might conduct photo-sharing conversations using a number of different devices, and a single
photo might be discussed at different times by different family members and friends. Some of the photo
display devices (e.g. enhanced paper books) may be capable of capture but not analysis. And content
extraction for a given photo will be more reliable if we combined data about it from all sources. However,
sharing captured conversations between devices or between users raises significant issues (e.g. privacy)
beyond the scope of this paper. Therefore, I will assume that sharing occurs, but leave vague the details of
how it is done.

The rest of the paper will discuss the individual steps of the capture and analysis process in more detail.



5 Requirements for capture

The first requirement for an eavesdropping system is to capture good quality recordings of storytelling
sessions. Specifically, we need to:

e Get people to talk freely,
e Ensure that the storytelling gets recorded, and

¢ Obtain good quality audio.

When using standard photo annotation interfaces, the first goal is at odds with the other two. For acceptable
quality audio, users must speak into the microphone or attach a clip-on mic. The users must turn audio
capture on and off at appropriate times, something they don’t seem to think of doing during storytelling [2]
or similar activities [21]. Synchronizing audio with photos is often achieved (e.g. [2, 15]) by cutting the audio
recording at the point when a new photo is selected, so users must arrange their speech to avoid awkward
cutoffs. All of this requires that users pay attention to the computer interface rather than the person they
are speaking to, which disrupts the flow of conversation.

A first improvement would be to allow users to speak naturally to one another anywhere in the vicinity of
the display, without having to speak into a microphone. A relatively recent range of products, developed for
dictation and teleconferencing, use an array of several microphones to separate the voice of a speaker sitting
in front of a PC from background noise. Similar microphones exist or could be developed for small portable
devices and whole-room systems[33].

A specific problem in the home environment is that the TV, radio, or stereo is likely to be on, ensuring that
there will often be relatively loud speech or speechlike (e.g. music) background sound. To cleanly separate
the target speech, array microphones must be tuned to accept only sound from sources in front of and near
the photo display. Users should be discouraged from placing other sound devices in this area. In the long
term, smart sound sources (e.g. digital music) might be able to tell the eavesdropping system what they are
playing, so that it can be subtracted out.

Second, conversation proceeds more smoothly if the storytelling session is recorded as a single continuous
audio track. Although some people naturally have a lot of pauses in their normal conversational style, many
other people talk continuously, not even pausing at major topic boundaries. When two people are having
a conversation, one may start talking immediately after the other stops or their voices may even overlap.
Continuous recording is the norm when recording conversations for scientific study (e.g. [4]).

In a pilot experiment, I asked 11 colleagues at HP labs (all native speakers of American English) to bring
in a collection of their personal photographs and tell me about them. The photos were displayed using a
standard thumbnail browser, a web browser, or physical album and printouts. The audio was recorded at
16kHz with a GN netcom VA-2000 array microphone (about $100). For two people viewing photos on a
personal computer’s screen, we have found that this microphone delivers dependably good audio over a wide
range of angles, even a bit beyond its nominal 3ft operating range. > The speakers were encouraged to talk
to me, rather than to the microphone.

In the first three sessions, I tried to record a single clip for each photo. The constant halting of conversation
seemed awkward and the sessions yielded largely short caption-like clips (about 6 minutes per speaker,
covering 5-9 photos). T allowed the other 8 speakers to talk freely, cutting the audio only infrequently.?
This seemed more comfortable and allowed me to quickly record 14-35 minutes of audio for each speaker.

2Though only when the PC’s sound capture card functions properly.
3And that only because I didn’t trust my audio capture interface enough to create a single long recording.



The speakers frequently produced long stories and covered a large number of photos (in some cases, several
dozen), talking continuously as they moved seamlessly from photo to photo.

Finally, it should be possible to detect when users are interacting with the photo display and automatically
start/stop audio recording. In a second pilot experiment, I modified a standard thumbnail browser (Danpei
[28]) to automatically start audio recording when there is activity (e.g. mouse clicks) on its user interface and
stop recording when activity has ceased for a significant period (e.g. 30 seconds). The system automatically
records which photos are displayed in the browser’s main window and at what times. Later, the photo
sequence can be replayed in time with the audio track, producing a vivid recreation of the story.

Although this automatic recording interface seems extremely easy to use, more work would undoubtedly be
required to ensure that it reliably captures the whole of storytelling conversations, without too much other
material. For example, it may help to start audio recording slightly before the first Ul activity, a feature
found on some audio recorders and successfully used in another project in our group[34]. It may help to
detect when users touch the screen, e.g. when pointing at parts of the on-screen photograph. When there
is no explicit activity on the UL, we might decide how long to continue recording based on whether humans
are still nearby and looking at the screen (e.g. using face, eye, and/or heat detectors).

Automatic recording also invades the user’s privacy. Although users may like it in the long term, they will
undoubtedly have worries at first. At a minimum, the interface must let users selectively delete individual
recordings. Discretely indicating when the system is recording (e.g. a small light) might be useful for
debugging and for reassuring users. Audio tracks could be deleted after some period of time, saving only
the extracted content, unless the user has marked the track for saving or taken some action (e.g. including
in email) that suggests it should be saved. Finally, there may also be legal restrictions on capturing from
certain types of interfaces, e.g. telephones.

6 The Captured Stories

From the raw data captured by the recording interface, we can derive two types of structured information.
The story structure consists of the sequence of photos shown on the display, as well as the time interval
during which each photo was shown on the display. * The display sequence may often follow the original
chronological sequence, but will skip over defective or irrelevant photos and occasionally jump to another
group of photos on a related theme (e.g. another trip to the same city). The transcript contains the words of
the story, synchronized (e.g. via embedded markup tags) to the sequence of photos. As Figure 1 illustrates,
we can expect automatically generated transcripts to be buggy but contain useful keywords.

From the story structure, we can deduce which photos the users like to talk about, how long they like to
talk about each one, and which photos typically follow one another in a story. This information could be fed
back into the display user interface, to generate popularity ratings for photographs, group related photos,
or bias how often photos are displayed in sharing interfaces (e.g. [34]). Captured story structures could be
displayed to the user when he is browsing his collection of photos or authoring a web page. When he is in
the middle of telling a new story, the interface might automatically suggest a palette of photos that often
follow the ones he has already displayed. When photos are stored on another computer, such predictions
could also be used to prefetch photos likely to be displayed in the near future.

Transcript data would be primarily used to support keyword search in the display user interface, augmenting
whatever keywords have been supplied by explicit annotation. It could also be used to create links between
photos or groups of photos which share keywords (e.g. place names). Although each individual transcript
will contain many speech recognition errors, the system can exploit the natural redundancy of storytelling:

40n interfaces that display several photos concurrently, we might also need to record geometrical information such as relative
sizes of the displayed photos and how much of each photo was obscured by overlapping pictures.



THIS IS THE BRIDGE ACROSS THE AISLE OF RIVER NEAR IOWA CITY BOMB THERE ARE AT THIS
BRIDGE OR MAYBE THE NEXT ONE DOWN I CAN TELL REALLY TELL FROM THE PHOTO THERE
WAS WHAT’S CALLED A RULER DAM WHERE THE WATER GOES ON TO ME THE DAMN RATHER
THAN OVER THE TOP OR DOWN THE SIDE A VERY DANGEROUS THING TO GET CAUGHT IN AND
EVERY COUPLE YEARS SOME MAYBE IT WOULD TAKE BOTH DOWN THE RIVER THINKING THEY
COULD COPE WITH IT AND IT’S NOT GOING TO THE ROLE WHERE DAN AND KILLED REALLY
PREDICTABLE UNDERSTAND WHY PEOPLE KEPT DOING IT

this is the bridge across the iowa river near iowa city um there at this bridge or maybe the next one down i can’t
tell really tell from the photo there was what’s called a roller dam where the water goes underneath the dam
rather than over the top or down the side uh very dangerous thing to get caught in and every couple years some
idiot would take a boat down the river thinking they could cope with it and get sucked under the roller dam and
killed eh really predictable i don’t understand why people kept doing it

Figure 1: A description of a photo transcribed automatically (top) and by hand (bottom). Some important
words (e.g. “Iowa City”, “bridge”) are recognized correctly, but others are wrongly identified (e.g. “ruler
dam” for “roller dam”).

people tend to tell the same stories over and over again. By contrast, when the recognizer fails to correctly
identify a word, it supplies words that seem to vary somewhat randomly. So a word that keeps occurring in
stories about the same group of photos is probably important and transcribed correctly.

Association of keywords with photographs must make allowances for the fact that storytelling relevant to a
photo may not be confined to the period when the photo is actually displayed on the screen. When stories
are recorded as continuous audio tracks, the conversational transition from one photo to another may happen
slightly before or after the user brings up a new photo on the display. Moreover, information said during
the display of one photo (especially where and when it was taken) may actually apply to a whole sequence
of related photos.

Again, the system may be able to exploit redundancy in the data. First, collating transcripts from several
stories involving the same photos may help clarify which words are actually related to each individual photo.
Second, it may not be critical that keyword search retrieve exactly the desired photo. It may be acceptable
to produce another photo from the same chronological or story sequence, if the user interface makes it easy
to navigate along these sequences to the correct photo.

7 Transcribing stories: goals and background

Obtaining reasonably accurate transcripts is one of the most difficult problems in building an eavesdropping
system. It is not essential to produce perfect or even coherent transcripts. Rather, our goal is to create
useful data for indexing. This means accurately capturing as many content words as possible, particularly
words describing people, objects, places, and events. This paper will consider only recognition of adults who
speak native or lightly-accented American English, because there is still only limited work on recognition for
children and speakers with strong accents.

Current speech recognition systems can produce very high accuracy transcriptions, but only if the topic of
the conversation is limited (e.g. airplane reservations) or if the recognizer is tuned to the individual speaker
(e.g. dictation systems). Photo stories can cover a wide variety of topics. Storytelling conversations are
likely to involve multiple members of the household, as well as visiting friends and relatives. Inside the
home, people seem unlikely to reliably wear smart badges or otherwise identify themselves to the system.
Therefore, this task requires large-vocabulary speaker-independent recognition.

For transcribing broadcast news, some large-vocabulary speaker-independent systems have a word error rate



(WER) as low as 20% [18, 39]. The speech in this domain is somewhat careful and large sets of transcribed
speech from this domain exist and can be used for training recognizers. Word error rate around 28%
have been reported for transcription of voice mail and photo annotations[27, 44, 20]. Word error rates on
conversational speech comparable to what we expect in photo storytelling are 36-50%, apparently depending
on the specific type of speech and how closely the test data match the training data in topic and speaking
style [6, 39, 46].

Despite the high error rates, these recognizers have been used to build successful systems for indexing
conversational radio shows [39] and voicemail [20, 44]. Indexing performance is difficult to measure precisely,
because measured performance depends on the experimenter’s choice of test queries (e.g. longer words may
be recognized more reliably than short ones). However, useful content-based indexing can be done even with
word error rates as high as 50%, partly because important keywords tend to be repeated more than once[39].

Unfortunately, word error rate is only an approximate predictor of how well the transcripts can be used
for indexing. In particular, efficiency considerations limit the size of a recognizer’s vocabulary. Since words
outside the recognizer’s vocabulary cannot be recognized at all, a system with good average performance may
fail catastrophically on a story containing many out of vocabulary (OOV) words. OOV words often include
particularly useful indexing keywords, such as proper names. Phonetic matching can be used to retrieve
some audio clips containing an OOV word[8, 26, 45], but the rate of false matches seems to be high, because
phonetic matching must be relaxed enough to tolerate low-level recognizer errors and variable pronunciations
for words. Therefore, other recent research [6, 36, 46] has looked for ways to add new topic-specific vocabulary
and phrases to general-purpose language models.

8 Transcription: pilot studies and future work

Data from 8 of the 11 speakers in my pilot experiment (69 minutes of speech) has been transcribed both by
hand and by the Calista speech recognizer from HP Labs Cambridge, based on CMU’s Sphinx III recognizer
[39, 32]. Calista’s language model (i.e. its model of the frequency of words and 2-3 word phrases) was trained
on transcribed broadcast news data (largely from the HUB496 and HUB497 corpora). Using this model, the
recognizer’s word error rate on my pilot data was 60%. Although it does extract enough useful keywords to
run a simple indexing demo, this error rate is too high for a real application.

There is clear evidence, however, that the broadcast news language model is not well-tuned for photo
storytelling. For example, its 57,000 word vocabulary includes “sharia” but not “pokemon.” Some photo
stories captured in my pilot experiments made heavy use of unusual proper names (e.g. family members) or
specialized vocabulary (e.g. landmarks in Venice). I believe, therefore, that its performance can be improved
by constructing language models more appropriate for this domain. We can distinguish four possible types
of adaptation:

e (Static) adaptation to a spontaneous conversational style,

Static) adaptation to photo storytelling in general,

e (Dynamic) adaptation to an individual or family, and

(
(
(
e (Dynamic) adaptation to a specific photo or group of photos.

Compared to broadcast news, informal conversational speech contains more dialog, more false starts, and
more filler phrases (e.g. “you know”). Several corpora of transcribed conversational speech exist and have

been used successfully in previous systems [6]. They include the large Switchboard corpus [16] (available
from [22]) and several smaller corpora: Switchboard cellular, Callhome English, Callfriend English, KING,



and the Santa Barbara Corpus of Spoken American English (available from the [25, 42]). In total, these
provide about 3.5 million words of data. This is small compared to the 130 million words in the broadcast
news training set, but probably sufficient to model frequent speech patterns.

Photo storytelling also seems to make frequent use of phrases specific to describing photos, such as “this is
a picture of.” Moreover, people tend to visit many of the same places (e.g. Venice), take pictures of similar
landmarks, have similar hobbies, and document similar events (e.g. births). Therefore, I believe that a large
collection of other people’s photo annotations will provide a very good model for what a user is likely to talk
about. The web provides a convenient source of such data.

To obtain photo stories in bulk, we need to devise queries for search engines (e.g. Google) that will return
largely photo stories. A set of different query strings is needed, because search engines may limit the number
of results returned for any fixed query (e.g. Google restricts the user to 1000). Queries such as “photo
album” seem yield many pages containing only short (or no) captions, as well as instructions on how to
create albums. Queries such as “my trip” return only photos on certain topics (e.g. trips but not home
renovation). A better approach (adapted from [6]) seems to be giving the search engine phrases (in quotes)
that are topic-neutral but common in photo storytelling. For example, “this is me in front of.” Using 41
queries of this form, I collected 10 million words ® of text containing many longer, chatty annotations on a
wide variety of topics. I believe that much larger amounts of data can be collected in this way.

Finally, much of the specialized vocabulary in these stories is predictable, given some background knowledge
about the user and/or the photographs. If we had a GPS location for the photograph, we could infer some
likely vocabulary from a gazetteer or from the captions of photos taken by other people at nearby locations
(e.g. via a web search). The speech system could then be primed to recognize these words whenever they
occur in our stories, a much safer approach than blindly copying over keywords as in [29].

This simple procedure is unlikely to be reliable for several reasons. Photo stories tend to include background
and related information that goes beyond the individual photo currently on display. Changes in topic may
not be synchronized with changes in the displayed photo. Only a tiny minority of photos are currently tagged
with GPS information. Annotations by other people will not supply the proper names of family and friends,
common in photo storytelling. And the size of language models makes fast changes in vocabulary tricky.

Therefore, it may be more reliable to infer likely vocabulary for an entire collection of photos, effectively
modelling the habits of the user or family, rather than a single photo. The system might be supplied with
a variety of basic models (both vocabulary and pronunciations) reflecting different regions and/or ethnic
groups. It might then exploit textual sources of information created by the users, such as photo annotations,
email, web home pages, web browser logs, and electronic purchase receipts. This approach is being used by
other research groups to adapt recognizers for tasks such as meeting transcription[6, 36, 46].

Assuming that we can assemble sufficient data for doing these types of adaptation and personalization, there
are still several types of technical challenges. Large language models (e.g. 100M compressed) require efficient
algorithms. Training data must be cleaned up, e.g. markup stripped, irrelevant border material (e.g. on web
pages) removed, abbreviations and numbers expanded into their spoken forms[40]. Pronunciations must be
found or inferred for new words, especially proper names [11]. Models must be kept up to date, e.g. new
family members, new fashions in kids toys. The initial transcriptions may need to be revised, because some
new words may appear in textual materials only after their first appearance in conversations.

5 After html markup has been stripped.






