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Abstract

A Federated Array of Bricksis a scalable distributed
storage system composed from inexpensive storage
bricks. It achieves high reliability with low cost by
using erasure coding across the bricks to maintain
data reliability in the face of brick failures. Era-
sure coding generates n encoded blocks from m data
blocks (n > m) and permits the data blocks to be re-
constructed from any m of these encoded blocks. We
present a new fully decentralized erasure-coding al-
gorithm for an asynchronous distributed system. Our
algorithm provides fully linearizable read-write ac-
cess to erasure-coded data and supports concurrent
I/0 controllers that may crash and recover. Our al-
gorithmrelies on a novel quorum construction where
any two quorums intersect in m processes.

1 Introduction

Digtributed disk systems are becoming a popular
dternative for building large-scale enterprise stores.
They offer two advantages to traditional disk arraysor
mainframes. First, they are cheaper because they need
not rely on highly customized hardware that cannot
take advantage of economies of scale. Second, they
can grow smoothly from small to large-scale instal-
lations because they are not limited by the capacity
of an array or mainframe chassis. On the other hand,
these systems face the challenge of offering high reli-
ability and competitive performance without central-
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ized control.

This paper presents a new decentralized coordi-
nation algorithm for distributed disk systems using
deterministic erasure codes. A deterministic erasure
code, such as Reed-Solomon [12] or parity code, is
characterized by two parameters, mand n.t It divides
a logica volume into xed-size stripes, each with
m stripe units and computes n ' m parity units for
each stripe (stripe units and parity units have the same
size). It can then reconstruct the original mstripe units
from any m out of the n stripe and parity units. By
choosing appropriate values of m, n, and the unit size,
users can tune the capacity ef ciency (cost), availabil-
ity, and performance according to their requirements.
The exibility of erasure codes has attracted a high
level of attention in both the industrial and research
communities [14, 2, 13, 11].

The agorithm introduced in this paper improves
the state of the art on many fronts. Existing erasure-
coding agorithms either require a central coordinator
(asintraditional disk arrays), rely on the ahility to de-
tect failures accurately and quickly (aproblem in real-
world systems), or assume that failures are permanent
(any distributed system must be able to handle tempo-
rary failures and recovery of it's components).

In contrast, our algorithm is completely decentral-
ized, yet maintains strict linearizability [7, 1] and data
consistency for al patterns of crash failures and sub-
sequent recoveries without requiring quick or accu-
rate failure detection. Moreover, it isef cient in the
common case and degrades gracefully under failure.
We achieve these properties by running voting over a

1Reed-Solomon code alows for any combination of m and
n, whereas parity code only alows for m=n 1 (RAID-5) or
m=n 2 (RAID-6).



Figure 1: A typical FAB structure. Client comput-

ersconnectto the FAB bricks using standardproto-

cols. Clientscanissuerequestdo ary brick to access
ary logical volume. The bricks communicateamong

themseles using the specializedprotocol discussed
in this paper

quorumsystemwhich enforcesa large-enougtinter
sectionbetweenary two quorumsto guaranteeon-
sistentdatadecodingandrecovery.

In the next two sections,we provide background
information on the FAB systemwe have built and
quantify the reliability and cost bene ts of erasure
coding. Sectionl.3 articulatesthe challengeof the
coordinationof erasurecodingin atotally distributed
environmentandoverviens our algorithm.We de ne
the distributed-systsis modelthat our algorithmas-
sumesin Section2 andoutline the guaranteesf our
algorithmin Section3. We preseniour algorithmin
Section4, analyzeit in Section5, andsuney related
work in Section6.

1.1 Federatedarray of bricks

We describeour algorithmin the context of a Fed-
eratedArray of Bricks (FAB), a distributed storage
systencomposedrom inexpensve bricks[6]. Bricks
are small storageappliancesbuilt from commaodity
componentsncluding disks, a CPU, NVRAM, and
network cards.Figurel shavs the structureof a typ-
ical FAB system. Bricks are connectedogetherby
a standardocal-areanetwork, suchasGigabit Ether
net. FAB presentghe clientwith a numberof logical
volumes eachof which canbeaccessedsif it werea
disk. In orderto eliminatecentralpointsof failureas
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Figure2: Meantime to rst dataloss (MTTDL) in
storagesystemasusing(1) striping, (2) replicationand
(3) erasurecoding. (1) Datais stripedover corven-
tional, high-end high-reliabilityarraysusinginternal
RAID-5 encodingin eacharray/brick. Reliability is
goodfor small systemsput doesnot scalewell. (2)
Datais stripedand replicated4 times over inexpen-
sive, low reliability arraybricks. Reliability is highest
amongthe threechoices,andscaleswell. Usingin-
ternal RAID-5 encodingin eachbrick improvesthe
MTTDL furtherover RAID-0 bricks. (3) Datais dis-
tributed using 5-0f-8 erasurecodesover inexpensve
bricks. The systemscaleswell, andreliability is al-
most as high as the 4-way replicatedsystem,using
similar bricks.

well asperformancéottlenecksFAB distributesnot

only data, but alsothe coordinationof 1/0 requests.
Clients can accesdogical volumesusing a standard
disk-accesgprotocol(e.g.,iSCSI[8]) via a coordina-
tor modulerunningon ary brick. This decentralized
architecturecreateghe challengeof ensuringsingle-

copy consisteng for readsandwrites without a cen-

tral controller It is this problemthat our algorithm

soles.

1.2 Why erasure codes?

While ary datastoragesystenusinglargenumbers
of failure-pronecomponentsnustusesomeform of
redundang to provide anadequatelegreeof reliabil-
ity, there are several alternatves besidesthe use of
erasurecodes. The simplestmethodfor availability
is to stripe (distribute) dataover corventional, high-



